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Where Can Al Help in Governance?

Large administrative systems generate enormous amounts of data across many domains.
From this data, two fundamental questions arise.

Data Generated Across Domains Across All Districts of India Question 1
- Health What patterns are
Citizens & . hidd 4 data?
Beneficiaries Hospitals, PHCs, idden in our data?
Admissions
Goal: Discover naturally
Education Agriculture occurring groups or segments
y‘l Schools, Attendance, Crops, Production, without any pre-defined labels.
Dropout Irrigation
Unsupervised Learning
Economy Infrastructure (Clustering)
Employment, MSME, Roads, Projects, 9.
Livelihoods Connectivity o
Question 2

Complaints, Service Crime, Incidents,
Delivery Security Reports

What is likely to
happen next?

Goal: Use historical data to

@ o I

Public Services . Security
0

Finance Environment forecast future values and
Budgets, Expenditure, Weather, Rainfall, anticipate upcoming trends.
Revenues Disasters S Massive, Heterogeneous,

B = High-Dimensional Data J,

Time-Series Analysis &
Forecasting

_‘6’_ Outcome: Better insights for planning, prioritization, early warning, resource allocation, and outcome monitoring.

Data-Driven Governance for Better Decisions and Impact.



Unsupervised Learning
Clustering

From raw observations to meaningful groups



Unsupervised Learning

There is no single definition of what a “group” looks like.

K-Means
Jor
Idea: partition data around centroids

Best for compact, roughly spherical groups

DBSCAN

Idea: find density-connected groups

Useful for irregular shapes and possible outliers

Hierarchical Clustering

Idea: build nested groups

Useful when hierarchy or multiple levels matter

Gaussian Mixture Models

Idea: model groups probabilistically
Useful when groups overlap and membership is

uncertain



From District Data to a Feature Vector

A district becomes one point in a multi-dimensional feature space.
NFHS-5

Gopalganj
Bihar

7 indicators
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From District Data to a Feature Vector

A district becomes one point in a multi-dimensional feature space.

NFHS_5_ Indicator NFHS-5 _ 707 .
Female literacy 63.3% district profiles
e Women 10+ years 32.9% Xy = [Xg1; -5 Xap]
7 indicators schooling i”fn‘l'it;'ﬁi
Electricity 96.2% in p dimensions
Improved sanitation 60.1%
Clean cooking fuel 39.4%
Institutional births 85.9%
Full vaccination 75.8%

Question: Which districts are similar in this feature space?
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K-Means: Partition the Data Around Centroids

K-Means procedure

1. Choose K clusters
2. Initialise K centroids

3. Assign each point to its
nearest centroid

4. Recompute the centroids

5. Repeat until convergence

Objective

K
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Minimise within-cluster squared distance.



K-Means: Partition the Data Around Centroids

K-Means procedure

1. Choose K clusters
2. Initialise K centroids

3. Assign each point to its
nearest centroid

4. Recompute the centroids

5. Repeat until convergence

Objective

K
I=3"5" Ixi — el

k=1 x;€Cy

Minimise within-cluster squared distance.

NFHS-S Districts Grouped by Similar Profiles — K-Mear

x4

NFHS 5 result

707 district profiles — 2 clusters

Hi= |ck| DI

x;,€Cy

The centroid is the mean profile of its cluster.
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DBSCAN: Discover Density-Connected Groups

€ Neighbourhood
radius
MinPts ~ Minimum nearby
points for a dense
neighbourhood

How DBSCAN works
1. Pick an unvisited point and find its
e-neighbourhood.
If [Ne(x)| > MinPts, start or expand a

2. cluster.

Add density-reachable points
3. recursively.

Otherwise mark it as noise; it may later
4. become a border point.

Repeat for all points.

Core: dense | Border: reachable | Noise: notreachable



DBSCAN: Discover Density-Connected Groups

_ NFHS-5 result
€ Neighbourhood NFHS-5 Districts — DBSCAN

radius

MinPts ~ Minimum nearby
points for a dense
neighbourhood

Legend
[ Cluster

Density outlier

How DBSCAN works
1. Pick an unvisited point and find its
e-neighbourhood.
If [Ne(x)| > MinPts, start or expand a
2. cluster.

629 districts in the main cluster

78 districts identified as
density outliers

Add density-reachable points ‘ *
3. recursively.
Otherwise mark it as noise; it may later o ) ) )
4. pecome a border point. District profiles grouped according to density
Feusa el el el No need to specify the number of

Core: dense | Border: reachable | Noise: notreachable Clusters |n advance



Time-Series Analysis
& Forecasting

From finding structure in data to predicting what comes next



Can We Predict India's Electricity Demand?

A power system must plan for demand before it happens.

Why does this matter?

[ Capacity planning ]
\/
Grid operations
\
Resource allocation

Electricity demand changes over
time — and the system must
anticipate those changes.



Can We Predict India's Electricity Demand?

A power system must plan for demand before it happens.

Why does this matter?

[ Capacity planning |
\/
Grid operations
\
Resource allocation

Electricity demand changes over
time — and the system must
anticipate those changes.

The question is simple:

What happens next?

future

,

. v

N AR
-

past

Illustration of the forecasting problem

Can historical demand help us anticipate
future demand?

4
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What Is a Time Series?

A time series is a sequence of observations indexed by time.

Time matters

Yi, Yo, Y3, -5 Yt

The observations are not
interchangeable.

Order carries information.

P ad

What can be hiding inside the series?

Trond
I VAV

typical long-term repeating unpredictable
magnitude movement pattern variation

W

Observed series = structure + noise

Forecasting begins by understanding
which of these patterns are predictable.



Autocorrelation: The Data Has Memory

India’s Monthly Peak Electricity
Demand
January 2014 — December 2021
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o
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Peak demand (GW)
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Month

Source: CEA, reproduced in BEE’s India Energy
Scenario 2023-24; values rounded to GW.



Autocorrelation: The Data Has Memory

India’s Monthly Peak Electricity
Demand
January 2014 — December 2021
210

190

o

130

Peak demand (GW)

20142015201620172018201920202021
Month

Source: CEA, reproduced in BEE’s India Energy
Scenario 2023-24; values rounded to GW.

Autocorrelation Function (ACF)
0.9

0.6

oo M

0 6 12 18
Lag (months)

ACF

T re0r0,

4 30 36

What does this tell us?
e Lag 1: strong dependence on the

previous month.

e Lag 12: the same month last year
still carries information.

e Gradual decay: dependence per-

sists across many months.
ACF computed from the 96 monthly observations

shown at left.



ARIMA: Temporal Dependence to Forecasting

I: Make the series stable

If the level changes over
time, model the change
rather than the level:

‘AYt =Yt _yt—l‘

Real example from the demand

series:

Sep 2018 | ~4GW(0ct 2018
177 GW 173 GW

| = Integrated; d = number of times

the series is differenced.

AR: Use past values MA: Learn from past errors
Past values can help Recent forecast errors can
predict the current value  help correct the next

of the differenced series.  prediction.

‘Ayt =€ ¢Ayt_1 +€t‘ ‘Ayt = c+¢A)/r71 +er+ 0t ‘

Previous forecast error, er—
Past change ¢ | Current \ €t 1\
Ay change 0
Ayt

Current forecast

MA = Moving Average; q = number of
MA terms.

AR = AutoRegressive;

p = number of AR terms.

ARIMA(p,d,q) = AR + | + MA

pastvalues | differencing | pasterrors



ARIMAX: When External Drivers Matter

ARIMA looks inward

ARIMA uses the history of the target
series to predict its future.

[ Demand history }

N2

Future demand }

But electricity demand can also
respond to conditions outside the
series itself.

ARIMA: historical demand — future demand



ARIMAX: When External Drivers Matter

ARIMA looks inward ARIMAX looks outward
ARIMA uses the history of the target Add external variables that may help
series to predict its future. explain changes in demand.
[ Demand history } [Demand hiStOWJ [Temperature\\ [CaLendar effects]
Future demand ] [ Future demand ]
But electricity demand can also ‘ Ayt =+ ¢Ayi—1 + BXt + et + Oer—1 ‘

respond to conditions outside the

S xt = external variable, B = estimated effect of
series itself.

that variable
ARIMA: listerieal demane —s futiure demend Hotter weather — greater cooling demand — higher

electricity demand.

ARIMAX = ARIMA + external information

External variables must be known or forecast for future prediction.



SARIMA: Modeling Seasonality

SARIMA adds seasonal memory

The magnitude and timing of peaks can
change from year to year.



SARIMA: Modeling Seasonality

SARIMA adds seasonal memory

The magnitude and timing of peaks can
change from year to year.
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Source: CEA, reproduced in BEE's India Energy

Scenario reports; 2024 series shown through October.



SARIMA: Modeling Seasonality

SARIMA adds seasonal memory Recent demand

The magnitude and timing of peaks can
change from year to year.

260 %

—e— 2022 —e— 2023 —e— 2024
240
220

200

Peak demand (GW)
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@ & K @ s Py e

QO éo QQ;

Source: CEA, reproduced in BEE's India Energy

Scenario reports; 2024 series shown through October.

SARIMA(p,d,q)(R,D,Q)s
models both ordinary and seasonal
dependence.

Same month
history last year

AR +

[ Future demand J

Seasonal differencing

|A12,Vt =Yt —VYt—-12 |

Here, the seasonal period is s = 12.
Example: January 2019: 164 GW
January 2018: 159 GW

AlgyJan 2019 = 164 — 159 = +5 GW

“How much higher is this January than last
January?”
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Forecasting becomes supervised learning.

Build a feature vector

Turn temporal and external information
into predictors.

{Demand att — 1\

{Demand att—12
. A Demandatt
‘ Temperature

\/ Month / calendar [

’Xt = [Ve-1, Yt-12, Tt, Calendart]‘

What is XGBoost?

Extreme Gradient Boosting: an ensemble
of decision trees built sequentially.




XGBoost: Turning Time into Features

Forecasting becomes supervised learning.

Build a feature vector
Turn temporal and external information [Tree ! } * [Tree 2} * {Tree 3}
N L/

into predictors.

{Demand att — 1\
{Demand att—12

K
X Demandatt Vi=> filxt)
k=1

‘: Final prediction ‘

\/ Temperature
‘/ Month / calendar / Each new tree improves the errors left by
the previous trees.

’Xt = [Ve-1, Yt-12, Tt, Calendart]‘

What is XGBoost?

Extreme Gradient Boosting: an ensemble
of decision trees built sequentially.




XGBoost: Turning Time into Features

Forecasting becomes supervised learning.

Build a feature vector
Turn temporal and external information [Tree ! } * [Tree 2} * {Tree 3}
N L/

into predictors.

{Demand att — 1\
[Demand att—12

{ Final prediction }

K
Y Daransart iy
{ Month / calendar/\ Each new tree improves the errors left by

the previous trees.

%t =yt 1, ye12, Te, calendar] | Why useful for forecasting?
What is XGBoost? Captures nonlinear interactions among

Extreme Gradient Boosting: an ensemble lag, seasonal and external features.
of decision trees built sequentially.




Final Takeaway: From Data to Decisions

3. Learn what

1. Find the 2. Predicting IR
structure Future Supervised learning
Unsupervised learning Time-series analysis Can useful information
What does a “group” look like? What does the past tell us? become features?
K-Means | DBSCAN | ARIMA | SARIMA | XGBoost
Hierarchical ARIMAX lags + seasonality + drivers

Understand the structure — represent the information — choose the model

Good modeling is not about using the most complex algorithm.
It is about matching the model to the information in the data.



Thank You

Questions & Discussion



